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ABSTRACT

This is the written report of my qualifying exam project on improving Transformer
language model. I will discuss my paper (Komatsuzaki, 2019), my unpublished
results and the relevant recent literature regarding the improvement at three impor-
tant levels: dataset, training scheme and architecture. Furthermore, I will discuss
the implications of these results and the future trajectory of my research project.

1 PRELIMINARY

Many state-of-the-arts models of NLP are based on Transformer language model. For example,
GPT-2 achieved near human-level open domain text generation (Radford et al., 2019). Another
notable example is Meena, a near human-level open domain chatbot (Adiwardana et al., 2020). Fig.
1 shows a sample conversation between human and Meena, which may appear rather realistic yet
may not be completely so. Another example is T5, which achieved near human-level performance
on various language understanding tasks (Raffel et al., 2019). It has been shown, by various papers,
that there is strong correlation between quality of generated samples and perplexity of the model,
the latter of which can be improved by scaling the model up. For example, Fig. 2 shows that
there is strong correlation between human evaluation score and test perplexity achieved by various
language models evaluated on a open-domain chatbot conversation dataset. However, training these
state-of-the-art models already costs at least hundreds of thousands of dollars. Simply increasing
the computation budget is not a promising way to scale up the model dramatically. Hence, we need
to seek for a way to improve the performance of Transformer language model for a fixed budget of
TPU-hours.

While we will mainly focus on left-to-right language model such as GPT-2 instead of other types
such as encoder-decoder (e.g. the original Transformer and T5) and bidirectional language models
(e.g. BERT), most of our argument and findings are applicable to other types of language models
with minimal modification. Improvement throughout the paper refers to improvement of perfor-
mance (e.g. test perplexity) of the model under the training for a fixed amount of TPU-hours of
computation spent. We have considered improvement of Transformer language model at three dif-
ferent levels:

• Dataset

• Training scheme

• Architecture

In the subsequent sections, we will discuss our attempts to improve at each level as well as relevant
works by others in roughly a chronological order.

2 IMPROVING DATASET

It has long been known that both quality and quantity of training dataset dramatically influence the
performance of language model. Recently, Radford et al. (2019) used a gigantic dataset, named
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Figure 1: Sample conversation between human and Meena (Adiwardana et al., 2020).

Figure 2: Interactive SSA (human evaluation) score vs. test perplexity of various language models
evaluated on a open-domain chatbot conversation dataset (Adiwardana et al., 2020).

WebText, which was cleverly pre-processed from Common Crawl (CC) in a way such that it does
not contain corrupt texts typically found in Common Crawl. Notably, the pre-processing steps in-
clude adding the texts linked in a Reddit post with sufficiently large number of upvotes into the
dataset. This resulted in a unprecedentedly large (40GB), high-quality dataset and hence substantial
improvement in the quality of generated texts.

2.1 SUMMARY OF OUR PAPER (KOMATSUZAKI, 2019)

However, there is a limitation to the preprocessing introduced in Radford et al. (2019) as well as
WebText itself. Since WebText is merely a subset of the texts linked in Reddit, the size of WebText
is substantially smaller than the size of CC, which is at least at the order of petabytes. The size
of WebText is 40GB, and this translates to the order of billions of words. While this is larger than
any dataset used for neural language model at that time, the computes required for a single epoch
of training on this dataset were at least ten times smaller than the computes typically spent on the
training of the then state-of-the-art model. However, this was not considered as a problem, since they
trained the model for about twenty epochs, as it was (and still has been) common to train a model
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for tens (or even hundreds) of epochs. We noticed that, if it is possible to create a high-quality text
dataset from Common Crawl that is nearly as large as Common Crawl itself, then the dataset would
be so large that the training of more than a single epoch would not be possible. Since not reusing
each sample should contribute to more rapid improvement in performance and less overfitting, the
training of language model can be improved in this way. This hypothesis was posed and partly
verified in our paper (Komatsuzaki, 2019). Now, we can briefly summarize the contributions of our
paper:

• We proposed and verified that one epoch training with sufficiently large dataset improves
the training of language model.

• We found that, under the setting of one epoch training, the typical left-to-right language
model never showed the sign of overfitting. Therefore, eliminating any regularization im-
proves the training of language model.

• Under the setting of one epoch training, we investigated the trade-off between the number
of iterations and the model size for a fixed computation budget. We devised a heuristic to
achieve the optimal trade-off.

• We found there is a robust power-law between the number of iterations and the test loss
under the setting of one epoch training.

Now, we will address the first two points in more details. We showed these by conducting the fol-
lowing experiment. We trained Transformer language models (Vaswani et al., 2017) with varying
hidden dimensions (d = 256, 512, 1024) on the subsets of 1 Billion Word Language Model Bench-
mark (LM1B) (Chelba et al., 2013) for I = 65000 iterations with each minibatch consisting of 6,912
tokens. We compare the two cases: (1) to reuse the samples used for the first 6,500 iterations, so that
the number of epochs in total becomes 10, (2) not to reuse any sample during the training (one epoch
training). The dropout probability is optimized for each case, and p = 0 always performs the best
for (2). Fig. 3 shows the learning curve of each case for varying model size. As the figures show, one
epoch training improves the training, and dropout slows down the training under one epoch training
according to the left figure. The degree of improvement is greater if the model size is large enough
(d ≥ 512), whereas it is very small otherwise. In fact, our analysis (not shown here) showed that the
optimal model size in this case is d = 512. Hence, we argued that the improvement is significant as
long as the model size is set properly.

The investigation of the aforementioned trade-off and the power-law was later conducted in more
depth by Kaplan et al. (2020). Hence, we will not discuss what was specifically done about them in
our paper in more details. The reader can refer to our paper for more details. Instead, we will briefly
discuss the power-law in more details in the context of Kaplan et al. (2020) in a later section.

2.2 HOW TO CREATE A LARGE, HIGH-QUALITY DATASET?

In our paper, we assumed the availability of a pre-processing method that converts CC into a simi-
larly large high-quality dataset without actually providing it. Though we were intending to attempt
an existing method (Schäfer, 2017) that can cleverly eliminate the boilerplates of the original web-
pages as a follow-up work of our paper, a more thorough study providing a similar pre-processing
method appeared (Raffel et al., 2019) soon after Komatsuzaki (2019), unknowingly of our results.
With their pre-processing method, they provided a CC-derived, high-quality 700GB dataset (C4)
from the original 6TB subset of CC. As Fig. 4 shows, the language model trained on C4 performs
substantially better than the one trained on the original CC. The filtering process of C4 reduces the
original size by the factor of eight, while the size reduction rate for an existing CC-derived dataset,
WebText, is substantially larger. The authors of C4 dataset also attempted an experiment analogous
to ours to verify the importance of large dataset and not reusing the training samples as in Fig. 5.
They found that larger number of epochs performed leads to poorer performance across various
tasks. Some notable differences from the their experiments and ours include the following:

1. Our experiment is to train a left-to-right language model and evaluate its performance on the
same task, whereas this experiment is to pre-train their variant of BERT on a large dataset
and fine-tune the model for a down-streaming task with a small dataset for evaluation.

2. Due to this difference, the negative influence of reusing samples and regularization are
manifested more weakly in their experiments.
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Figure 3: (Komatsuzaki, 2019). Learning curve of LM for 65,000 iterations on subsets of LM1B
with different configurations. (Left): d = 512, (Right): d = 256, (Bottom): d = 1024. S denotes
the case where no sample is reused, whereas M denotes the case where samples were reused (10
times over the course of the training). D denotes that the dropout is used.

Figure 4: (Raffel et al., 2019). The performance of a BERT-like language model (called T5) trained
on various datasets across various down-streaming tasks from natural language understanding and
machine translation (Raffel et al., 2019). For a fair comparison, they used only the subset of the
respective dataset in a way such that all the subsets contain the same number of tokens. No training
sample was reused. C4 is the dataset they have created out of the original subset of CC webpages,
which is denoted as ”C4, unfiltered.” WebText-like is a dataset that they created to imitate the dataset
of GPT-2.
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Figure 5: (Raffel et al., 2019). The performance of a BERT-like language model (called T5) trained
on subsets of C4 with varying size across various down-streaming tasks from natural language un-
derstanding and machine translation (Raffel et al., 2019). Full dataset contains 235 tokens. The
”Repeats” column here refers to the number of epochs used, except for the first row, which can be
interpreted as the number of epochs being one. The number of tokens multiplied by the number of
epochs is set equal across all the rows for a fair comparison.

Figure 6: Test log-perplexity of Transformer language model vs. the size (the number of tokens) of
a subset of a variant of WebText used for the training (Kaplan et al., 2020).

3. The scale of their experiment is substantially larger, and therefore some of their results are
also a great supplement to those of our paper.

The improvement of performance due to pre-processing is significant as can be seen in Fig. 4.
Now, the question is how much better we can improve over the pre-processing method proposed
by Raffel et al. (2019). We argue that there is not much better one can do beyond their result.
While more invasive filtering methods as in WebText-like result in better performance than in C4,
the difference is not substantial compared with the size reduction rate. Hence, we will not attempt
further improvement in filtering methods.

2.3 SIZE OF DATASET VS. PERFORMANCE WITHOUT ANY CONSTRAINT IMPOSED

So far, we saw that not reusing training sample leads to better performance under the practical
assumption that the amount of computes is fixed. Now, it is an interesting theoretical question to
ask for their trade-off without any constraint imposed, which explains how important the size of a
dataset is on the performance improvement. This was attempted by Kaplan et al. (2020) as in Fig.
6. Unlike the above experiments, for each size of dataset, they optimized the hyperparameters other
than the number of tokens to be used, including the number of epochs, for the best performance.
Unlike the previous experiments, we can now observe that there is a robust power-law between the
test perplexity and the size of a dataset. Given the steep decline, one can see that having a large
enough dataset is crucial for good performance in general.
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Figure 7: (Kaplan et al., 2020). As more compute becomes available, we can choose how much
to allocate towards training larger models, using larger batches, and training for more steps. We
illustrate this for a billion-fold increase in compute. For optimally compute-efficient training, most
of the increase should go towards increased model size. A relatively small increase in data is needed
to avoid reuse. Of the increase in data, most can be used to increase parallelism through larger batch
sizes, with only a very small increase in serial training time required.

3 IMPROVING TRAINING SCHEME

From the result of the previous section, it is now reasonable to assume that the training dataset size in
our consideration is large enough for the negative influence of reusing a training multiple times to be
not manifested. Apart from the dataset improvement, we have already discussed some of the ways to
improve the training scheme presented in our paper, including eliminating regularization method for
left-to-right language model and setting the number of iterations and the model size properly based
on a heuristic on the trade-off between them. A more in-depth, large-scale analysis on the latter
point was investigated by Kaplan et al. (2020). In this section, we will summarize some of their
results that are crucial for further improvement of language models and discuss their implications.
At the end, we will apply one of these results into an important observations we made regarding
batch size of long-range language modeling.

3.1 SUMMARY OF KAPLAN ET AL. (2020)

Kaplan et al. (2020) trained a model smaller than (yet very similar to) GPT-2 on a variant of WebText
with various hyperparameter settings, including batch size (B), TPU-hours or, equivalently, the
amount of computes (C), model size (N ), dataset size (D) and the number of iterations (S), in order
to elucidate the most efficient way to achieve a given level of performance under various scenarios.
From the result of the previous section, we are only interested in the scenario in which the dataset
size is large enough. Among the aforementioned hyperparameters, the most important one to care
about is C, since this directly translates to the money one has to spend on the training. On the other
hand, other variables such as N and S do not have as much influence on the cost one has to pay.
For example, doubling N and halving S usually lead to a negligible amount of difference in the
cost. Hence, we would like to minimize C to get a given level of performance (log-perplexity). We
summarize the important results of Kaplan et al. (2020) below:

1. There is a robust power-law between the test loss versus the above hyperparameters, and
this can be used to accurately estimate the test loss for given hyperparameters. To show
these, Kaplan et al. (2020) performed many experiments analogous to the one in Fig. 6.

2. By analyzing the power-law, they deduced that optimal performance scaling is achieved in
the scenario of our interest if one scales up N,B, S,C,D in a way such that

N ∝ C0.73, B ∝ C0.24, S ∝ C0.03, D = B · S
which can be visualized as in Fig. 7.

3. As Fig. 7 suggests, the model size scaling is the most crucial to performance improvement,
while scaling in the number of iterations and the batch size is much less influential. The
commonly set number of iterations and batch size may be too large to be efficient.
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Figure 8: (Kaplan et al., 2020). (Left) The performance of models with different depths converge to
a single trend. Only models with fewer than 2 layers or with extreme depth-to-width ratios deviate
significantly from the trend. (Right) Test log-perplexity vs. the token index in context. Blue curve
indicates that of Transformer, whereas the red curve indicates that of LSTM.

4. Performance depends strongly on scale, weakly on model shape. Notably, this implies that
it suffices to increase the width for effective scaling-up with a fixed depth, and vice versa.

5. Transformer language model needs more parameters in order to exploit longer context pro-
vided, as shown in the right Fig. 8.

6. The optimal batch size gradually increases over the course of the training up to 2 million
tokens, and it is solely determined by the loss at a given moment as

Bcrit(L) =
B∗

L1/αB
, B∗ ∼ 2 · 108 tokens, αB ∼ 0.21.

3.2 IMPLICATIONS

There are many important implications of the results of Kaplan et al. (2020):

1. One can follow their procedures of studying various power-laws and deducing an optimal
scaling law for architectures that are substantially different from Transformer language
model.

2. Since one needs substantially more parameters for scaling up with Transformer language
model, we should either increase the hidden dimension with better model parallelism over
hidden dimension or devise an architecture that can afford more parameters per computes,
in a way such as conditional computation Shazeer et al. (2017).

3. Given that increasing width only is a valid way for scaling-up, this provides further sup-
port for improvement in model parallelism for increasing the width as well as conditional
computation.

4. One needs to investigate the trade-off involving context length in order to measure the ex-
ponent for context length in comparison to that of the number of parameters. Nevertheless,
longer context is also crucial for better performance.

5. It is a very interesting question to ask how the scaling exponents would change under differ-
ent architecture or data modality. Especially, is the influence of architectural improvement
over Transformer on the exponents large enough even on text dataset?

3.3 OUR OBSERVATION ABOUT BATCH SIZE AND CONTEXT LENGTH

In this subsection, we would like to address an important point regarding batch size and context
length that was not addressed in the existing literature, including my works. We note that, while
batch size ordinarily refers to the number of tokens per minibatch, in the context of long-range
language modeling it can also refer to the number of contiguous sequences sampled from the dataset.
For example, if we sample 32 contiguous sequences with length of 1024 tokens for a minibatch, the
batch size here is 32. In many (but not all) recent papers on long-range language models, sequence
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length is set to be from 1,000 to 20,000, while the batch size ranges from 8 to 512. Now, we can
state our observation as follows:

• In fact, we noticed that, if we use relative position encoding on each qk chunk of various
efficient variants of Transformer, the performance is unaffected even if we reduce the batch
size to 1 while increasing the sequence length correspondingly to fix the number of tokens
per minibatch.

Let us consider a variant of Transformer whose time complexity is almost linear with respect to the
length of sequence. In this case, the optimal choice is to set the batch size 1 and sequence length
larger, since longer context leads to better performance. Given that Kaplan et al. (2020) showed that
the optimal number of tokens per minibatch of even the largest models is only about several millions
of tokens, we can assume that the practical upper bound of sequence length is about the order of
one million. Another implication of this is that setting batch size to be larger than 1 (even 8) would
harm the performance of the model, since it reduces the sequence length by the factor of batch size.
The obtained practical upper bound of sequence length has one important implication, which will
be addressed in the next section.

4 IMPROVING ARCHITECTURE

In the previous section, we observed that increasing the width of model with better model paral-
lelism over hidden dimension, conditional computations and providing longer context are promising
directions. In this section, we will focus on the last approach. Some of conditional computations
approaches are discussed in the next section. We do not discuss the first approach, since the training
becomes more efficient with this only if the number of accelerators used is large enough. Also, it is
difficult for those who do not have access to gigantic computational resources to investigate on.

4.1 IMPORTANT REMARK ABOUT THIS SECTION

Until recently, we had been convinced that our attempt at improving Reformer (Kitaev et al., 2020)
resulted in possibly the state-of-the-art performance in long-range language modeling by surpassing
the baseline Reformer by a substantial margin. However, two weeks prior to the deadline of this
report, we noticed that Reformer itself is not a strong baseline, and furthermore that our improvement
on Reformer should not be competitive compared with other models. This led this section to be
rewritten entirely and diminished my contribution substantially.

4.2 TRANSFORMER WITH LONGER CONTEXT

Given a sequence of length l, we obtain an embedding tensor of size [l, d]. Then, Transformer
projects this tensor into three different tensors of size [l, d] (denoted by q, k, v) by multiplying it
with three linear layers, which costs O(ld2). Self-attention layer multiplies these tensors in a way
such as qkT and performs a series of operations, which costs O(l2d). Hence, we end up with the
time complexity of O(l2d + ld2). We would like to make the first term more efficient in terms of
l, i.e., O(f(l)d + ld2) for some function f . Since no matter how good f is, we have ld2 term as a
bottleneck, at best we only want to make f(l)d and ld2 comparable, i.e., f(l) = O(ld). The form of
f(l) of most recent variants of efficient Transformer takes one of the following:

O(kl log l), O(l3/2), O

(
kl +

(
l

k

)2
)
, O(kl),

where k = O(1) (or k = O(d), since k is usually some moderately large constant around 256,
which is close to the value of d). In fact, all of these complexities behave roughly the same around
the range of the context length from 10K to 10M, which is the most interesting for long-range
language modeling. For example, since kl >

(
l
k

)2
for l < k3, the third complexity matches with

the fourth (linear) complexity if k = 256 (l < k3 = 17M ). If l is close to 10M, O(l3/2) becomes
clealy more expensive than the linear complexity. But since most models with O(l3/2) originally
have O

(
kl +

(
l
k

)2)
where k was set to

√
l, this can be avoided trivially.
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Hence, the models with any of these complexities are compared based on the aspects other than
their complexity, such as performance for a given computation budget. In the previous section,
we concluded that the practical upper bound of sequence length is at the order of one million, so
anything beyond the aforementioned range is likely not practical. Below, complexity and f(l) are
used interchangeably. We list the most notable variants of Transformers in the context of long-range
language modeling along with the corresponding complexity and a few remarks below:

• Sinkhorne Transformer (Tay et al., 2020): O(kl +
(
l
k

)2
)

– It outperforms Sparse Transformer on various tasks, from which we believe it is among
the most competitive models we have along with Routing Transformer. However,
evaluation on the standard long-range text datasets, such as enwik8 and Wikitext-103,
is lacking.

• Routing Transformer (Roy et al., 2020): O(l3/2)

– This is the only model in this list that was shown to outperform Transformer-XL by a
large margin on Wikitext-103, which makes the model very appealing.

• Sparse Transformer (Child et al., 2019): O(l3/2)

– As it relies on a custom CUDA kernel, it is less flexible than other methods. Sinkhorne
Transformer outperforms this model on various tasks.

• Compressive Transformer (Rae et al., 2019): O(kl)

– The improvement of this model over Transformer-XL is small compared with Routing
Transformer.

• Transformer-XL (Dai et al., 2019), Local Attention (Liu et al., 2018): O(kl)

– They perform roughly as well as each other if one applies relative position encoding
to the latter properly (Roy et al., 2020). For the depth L, these models can only tracks
up to the context size of kL. Transformer-XL is more memory-consuming due to the
context memory.

• Reformer (Kitaev et al., 2020): O(kl log l)

– While this model can track back to the beginning of a sequence unlike local atten-
tion, our analysis suggests that it may not perform better than local attention with the
same budget. In particular, it performs poorly on enwik8. However, they proposed
reversible Transformer to dramatically reduce the memory complexity at the expense
of 50% training cost as well as query-key sharing and multi-hash mechanism, which
can be useful in the subsequent research.

• Transformer with adaptive span (Baevski & Auli, 2018), All-attention with adaptive span
(Sukhbaatar et al., 2019): O(kl)

– These models are based on adaptive attention span and therefore has different attention
span on each attention head, which cannot be exploited efficiently with GPU. Since
the attention span at later layer is almost as long as full-attention, this is not practical.
However, all-attention is a very interesting concept and could be very useful alone or
in a combination with sparse attention as discussed later, though we have not tested it
by ourselves yet.

• Transformer (Vaswani et al., 2017): O(l2)

Overall, we find Sinkhorne Transformer and Routing Transformer very promising. We have cur-
rently been investigating on which method would be more promising. We do not offer any actual
number to compare the performance of these models, since each paper uses different amount of
computation and model size, which makes the uniform comparison impossible. Hence, the inter-
ested readers should refer to the most recent literature for comparison, especially Roy et al. (2020)
and Tay et al. (2020). Independently to Routing Transformer, we have been working on developing
a method similar to it for the past months. Our model clusters each ki’s according to such methods
as k-means or neural net, so that we let the timesteps in the same clusters to attend to each other
using various mechanisms, including a subset of Reformer. We have very recently found a critical
bug in our implementation, which made the performance of our model poor. Hence, we have not
finished experiments to compare the performance of our model with the existing models.
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5 PROMISING DIRECTIONS

5.1 INTER-SAMPLE ATTENTION

Large enough text datasets are necessarily created from Common Crawl, but each sample (webpage)
of Common Crawl are so short that it does not let long-range language model to express its full
power. Hence, naturally one needs to restructure the dataset in a way such that similar samples
are concatenated together. This can be achieved by clustering the samples according to the mean
of their embeddings. Let us consider two strings: query and candidate strings. Naturally, when
the inner product of query and key of pretrained Transformer is large, the corresponding timesteps
have greater relevance to each other. Hence, the similarity of these strings can be measured by the
following score we devised, which should be intuitive:

S(query, cand) :=
1

len(query)len(cand)

∑
q∈query,k∈cand

q · k = qquery · kcand

where qquery := 1
len(query)

∑
q∈query q and kcand := 1

len(cand)

∑
k∈cand k. This means that, in

order to compare two strings, it suffices to take an inner product between their respective mean of
queries and keys of pretrained Transformer. Hence, we can cluster the means of keys of samples
and concatenate the samples of each cluster together. This can be applied to test phase as well, since
it suffices to assign a given test sample into a cluster from the training dataset. While we have not
begun any experiment in this topic, we believe this is very promising.

5.2 CONDITIONAL COMPUTATION USING SPARSE ATTENTION

Here, conditional computation is discussed in the context of reducing the compute required for
the model in terms of the hidden dimension d. The compute required for each layer of efficient
Transformer variants is typically O(f(l)d)+nld2, where n is typically 12. Recall that each layer of
Transformer consists of a sequential application of self-attention module and a two-layered ReLU
network. Four out of 12 comes from four linear layers in the self-attention component (Q, K, V and
output layer). The remaining 8 comes from the transition layer. There are some tricks to make the
contribution ofK and V negligible, which reduces 4 to 2. We have tried various approaches to make
Q and the output layer cheaper, but this seems very difficult. One possible way to make Q and the
output layer as well as self-attention module cheaper is to conditionally mask some attention heads
for each timestep, though we have not found any evidence that this is possible yet.

On the other hand, the transition layer can be, in principle, eliminated by all attention (Sukhbaatar
et al., 2019). For this to actually reduce the time-complexity, it is necessary to combine it with sparse
attention. Hence, all-attention combined with sparse attention is currently under investigation. This
would not only make the value n to 2 but also allow a dramatic increase in the number of parameters
with minimal increase in the computes. Another approach is to replace the transition layer with
a variant of sparsely-gated MoE (Shazeer et al., 2017), possibly combined with the recently intro-
duced techniques used in sparse attention such as Sinkhorne sorting (Tay et al., 2020) or k-means if
necessary. This increases the model size without larger computational budget. However, since this
does not increase the hidden dimension of other parts of Transformer, the scaling in performance
would be less efficient than by simply increasing the width of the model proportionately.

5.3 OTHER RELEVANT WORKS

Metz et al. (2020) achieved a dramatic improvement in test loss of Transformer language model by
learning hyperparameters of the optimizer with a dataset of hyperparameters and their performance
as in Fig. 9. Anil et al. (2020) introduced the first second order optimizer, based on Shampoo,
that outperforms Adam on large-scale Transformer in terms of wall-clock time. In this case, they
achieved about 40% reduction in wall-clock time. It is very likely that further reduction in wall-
clock time is possible with more research on the second order methods. Khandelwal et al. (2019)
trained kNN of the activations of pretrained Transformer to improve the inference phase prediction.
For example, at roughly 1.5 times more training cost in total and using 3 billion version of Wikitext
(Wikitext-3B) to construct kNN, they reduced the perplexity of Transformer in Wikitext-103 from
19.51 to 13.73. However, since the model trained on Wikitext-3B for the same number of iterations
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Figure 9: (Metz et al., 2020). Learning curve of Transformer LM with learned optimizer (black)
versus baseline Adam (orange and blue).

achieved 15.17, adjusting for the trade-off between model size and the number of iterations as well
as increasing the training cost by 1.5 fold, it is likely that the baseline would beat the kNN-based
model. Hence, we need more time to assess this idea carefully.

Krause et al. (2019) applied dynamic evaluation to Transformer-XL to achieve the state-of-the-art
performance in enwik8 and Wikitext-103. While the achieved performance is a substantial improve-
ment over that of Transformer-XL, dynamic evaluation itself has not grown for the past several
years. We hope further development in this area. Shen et al. (2020) devised a variant of batch
normalization, called power normalization, to improve the performance of Transformer language
model. They achieved the reduction of 3 points of perplexity (from 20.9 to 17.9) in Wikitext-103 for
a given computation budget. This will likely replace Layer Normalization as the new default setting
of Transformer and enhance the capacity of the model.

6 CODES USED IN THIS PROJECT

In addition to this written report, the slides used for the presentation and the paper (Komatsuzaki,
2019), I have some notable additional deliverables of this project, a set of some of the codes I wrote
for my project.

• Reformer attention, k-means attention and local attention with relative encoding (link)

• Power Normalization (Shen et al., 2020) (link)

REFERENCES

Daniel Adiwardana, Minh-Thang Luong, David R. So, Jamie Hall, Noah Fiedel, Romal Thoppilan,
Zi Yang, Apoorv Kulshreshtha, Gaurav Nemade, Yifeng Lu, and Quoc V. Le. Towards a Human-
like Open-Domain Chatbot. arXiv e-prints, art. arXiv:2001.09977, Jan 2020.

Rohan Anil, Vineet Gupta, Tomer Koren, Kevin Regan, and Yoram Singer. Second Order Optimiza-
tion Made Practical. arXiv e-prints, art. arXiv:2002.09018, February 2020.

A. Baevski and M. Auli. Adaptive Input Representations for Neural Language Modeling. ArXiv
e-prints, September 2018.

C. Chelba, T. Mikolov, M. Schuster, Q. Ge, T. Brants, P. Koehn, and T. Robinson. One Billion Word
Benchmark for Measuring Progress in Statistical Language Modeling. ArXiv e-prints, December
2013.

Rewon Child, Scott Gray, Alec Radford, and Ilya Sutskever. Generating Long Sequences with
Sparse Transformers. arXiv e-prints, art. arXiv:1904.10509, Apr 2019.

11

https://gist.github.com/AranKomat/87a4ddcb293bd81ad1b2b5a8688df98c
https://gist.github.com/AranKomat/3d5fbac5473aeb3303e92d13923424e3


Zihang Dai, Zhilin Yang, Yiming Yang, Jaime Carbonell, Quoc V. Le, and Ruslan Salakhutdinov.
Transformer-XL: Attentive Language Models Beyond a Fixed-Length Context. arXiv e-prints,
art. arXiv:1901.02860, Jan 2019.

Jared Kaplan, Sam McCandlish, Tom Henighan, Tom B. Brown, Benjamin Chess, Rewon Child,
Scott Gray, Alec Radford, Jeffrey Wu, and Dario Amodei. Scaling Laws for Neural Language
Models. arXiv e-prints, art. arXiv:2001.08361, Jan 2020.

Urvashi Khandelwal, Omer Levy, Dan Jurafsky, Luke Zettlemoyer, and Mike Lewis. Gener-
alization through Memorization: Nearest Neighbor Language Models. arXiv e-prints, art.
arXiv:1911.00172, October 2019.

Nikita Kitaev, Łukasz Kaiser, and Anselm Levskaya. Reformer: The Efficient Transformer. arXiv
e-prints, art. arXiv:2001.04451, Jan 2020.

Aran Komatsuzaki. One Epoch Is All You Need. arXiv e-prints, art. arXiv:1906.06669, Jun 2019.

Ben Krause, Emmanuel Kahembwe, Iain Murray, and Steve Renals. Dynamic Evaluation of Trans-
former Language Models. arXiv e-prints, art. arXiv:1904.08378, April 2019.

Peter J. Liu, Mohammad Saleh, Etienne Pot, Ben Goodrich, Ryan Sepassi, Lukasz Kaiser, and
Noam Shazeer. Generating Wikipedia by Summarizing Long Sequences. arXiv e-prints, art.
arXiv:1801.10198, January 2018.

Luke Metz, Niru Maheswaranathan, Ruoxi Sun, C. Daniel Freeman, Ben Poole, and Jascha Sohl-
Dickstein. Using a thousand optimization tasks to learn hyperparameter search strategies. arXiv
e-prints, art. arXiv:2002.11887, February 2020.

A. Radford, W. Jeff, R. Child, D. Luan, Amodei D., and Sutskever I. Language Models are Unsu-
pervised Multitask Learners. February 2019.

Jack W. Rae, Anna Potapenko, Siddhant M. Jayakumar, and Timothy P. Lillicrap. Compres-
sive Transformers for Long-Range Sequence Modelling. arXiv e-prints, art. arXiv:1911.05507,
November 2019.

Colin Raffel, Noam Shazeer, Adam Roberts, Katherine Lee, Sharan Narang, Michael Matena, Yanqi
Zhou, Wei Li, and Peter J. Liu. Exploring the Limits of Transfer Learning with a Unified Text-to-
Text Transformer. arXiv e-prints, art. arXiv:1910.10683, Oct 2019.

Aurko Roy, Mohammad Saffar, Ashish Vaswani, and David Grangier. Efficient Content-Based
Sparse Attention with Routing Transformers. arXiv e-prints, art. arXiv:2003.05997, March 2020.
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