
PROPOSAL: FAIRER EVALUATION OF LONG-RANGE
LANGUAGE MODELS

Problems with the current landscape of (esp. long-range) LM evaluation:

• Dataset size is often so small (e.g. enwik8) that it becomes a regularization game, and
training for too many epochs is very inefficient as shown in Kaplan et al. (2020).

• Some baselines use the computes that are so large that it discourages competition (e.g.
BERT-variants).

• Comparison is based on the number of parameters instead of the actual computes spent,
though LM training is limited by computes (i.e. $) rather than dataset size (e.g. C4 dataset)
or the contribution of parameters to GPU-memory.

• Important information for comparison is not thoroughly mentioned (e.g. the actual through-
put of the model and the actual computes spent for the training).

• Models with hidden computational overhead or much larger computes spent on global at-
tention cannot be easily identified.

• Reviewers often fail to identify great papers of LM; there is no group of experts that can
reliably criticise and recommend great LMs to the community. (e.g. Routing Transformer
was rejected and far less well-known than Reformer (ICLR oral), which I found to perform
poorer for given computes.)

• Poor evaluation leads to slower progress, possibly more harmful than lack of great papers.

Proposed solution:

• Benchmark: training on PG-19 with no constraint other than using up to 24 GPU-hours
(wall-clock time) of a V100 (mixed precision). Maybe a leaderboard, too.

• Form a group that identifies good models, independently and rigorously assesses them and
recommends the best model to the community.

• Ideally, each paper shows a result of this benchmark, and this group will try a scaled-
up version of the same benchmark (e.g. with 240 GPU-hours) on some of the promising
models for more rigorous assessment.

Notes & Clarifications:

• 24 GPU-hours are small enough for PG-19 that it does not become a regularization game.
With the formula of Kaplan et al. (2020), the optimal configuration with 24 GPU-hours
translates to a model with 45M parameters and several epochs of PG-19, which is reason-
able.

• This benchmark isn’t perfect. Some researchers will unknowingly exploit potential loop-
holes, so that poorly scaling models may perform well with the benchmark. But at least it
should be much better than the existing one, which controls for parameter count only. The
purpose here is to update the benchmark as soon as loopholes are identified.

• Please let me know if you have any question, criticism or suggestion. Note that this pro-
posal is merely a summary.
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